Genome assembly quality: Assessment and improvement using the neutral indel model

Stephen Meader  
*University of Oxford*

LaDeana W. Hillier  
*Washington University School of Medicine in St. Louis*

Devin Locke  
*Washington University School of Medicine in St. Louis*

Chris P. Ponting  
*University of Oxford*

Gerton Lunter  
*University of Oxford*

Follow this and additional works at: [https://digitalcommons.wustl.edu/open_access_pubs](https://digitalcommons.wustl.edu/open_access_pubs)  
Please let us know how this document benefits you.

**Recommended Citation**  
Meader, Stephen; Hillier, LaDeana W.; Locke, Devin; Ponting, Chris P.; and Lunter, Gerton, "Genome assembly quality: Assessment and improvement using the neutral indel model." Genome Research. 20, 675-684. (2010).  
[https://digitalcommons.wustl.edu/open_access_pubs/1943](https://digitalcommons.wustl.edu/open_access_pubs/1943)
Genome assembly quality: Assessment and improvement using the neutral indel model

Stephen Meader, LaDeana W. Hillier, Devin Locke, et al.

*Genome Res.* 2010 20: 675-684 originally published online March 19, 2010
Access the most recent version at doi:10.1101/gr.096966.109

Supplemental Material  
http://genome.cshlp.org/content/suppl/2010/02/16/gr.096966.109.DC1.html

Related Content

Massive turnover of functional sequence in human and other mammalian genomes  
Stephen Meader, Chris P. Ponting and Gerton Lunter  
*Genome Res.* October, 2010 20: 1335-1343  
Raising the estimate of functional human sequences  
Michael Pheasant and John S. Mattick  
*Genome Res.* September, 2007 17: 1245-1253  
SNP detection and genotyping from low-coverage sequencing data on multiple diploid samples  
Si Quang Le and Richard Durbin  
*Genome Res.* June, 2011 21: 952-960  
Dindel: Accurate indel calls from short-read data  
Cornelis A. Albers, Gerton Lunter, Daniel G. MacArthur, et al.  
*Genome Res.* June, 2011 21: 961-973  
Stampy: A statistical algorithm for sensitive and fast mapping of Illumina sequence reads  
Gerton Lunter and Martin Goodson  
*Genome Res.* June, 2011 21: 936-939  
Whole-genome resequencing allows detection of many rare LINE-1 insertion alleles in humans  
Adam D. Ewing and Haig H. Kazazian, Jr.  
*Genome Res.* June, 2011 21: 985-990

References  
This article cites 32 articles, 20 of which can be accessed free at:  
http://genome.cshlp.org/content/20/5/675.full.html#ref-list-1

Articles cited in:  
http://genome.cshlp.org/content/20/5/675.full.html#related-urls

Creative Commons License  
This article is distributed exclusively by Cold Spring Harbor Laboratory Press for the first six months after the full-issue publication date (see http://genome.cshlp.org/site/misc/terms.xhtml). After six months, it is available under a Creative Commons License (Attribution-NonCommercial 3.0 Unported License), as described at http://creativecommons.org/licenses/by-nc/3.0/.

Email Alerting Service  
Receive free email alerts when new articles cite this article - sign up in the box at the top right corner of the article or click here.

To subscribe to *Genome Research* go to:  
http://genome.cshlp.org/subscriptions

Copyright © 2010 by Cold Spring Harbor Laboratory Press
We describe a statistical and comparative-genomic approach for quantifying error rates of genome sequence assemblies. The method exploits not substitutions but the pattern of insertions and deletions (indels) in genome-scale alignments for closely related species. Using two- or three-way alignments, the approach estimates the amount of aligned sequence containing clusters of nucleotides that were wrongly inserted or deleted during sequencing or assembly. Thus, the method is well-suited to assessing fine-scale sequence quality within single assemblies, between different assemblies of a single set of reads, and between genome assemblies for different species. When applying this approach to four primate genome assemblies, we found that average gap error rates per base varied considerably, by up to sixfold. As expected, bacterial artificial chromosome (BAC) sequences contained lower, but still substantial, predicted numbers of errors, arguing for caution in regarding BACs as the epitome of genome fidelity. We then mapped short reads, at approximately 10-fold statistical coverage, from a Bornean orangutan onto the Sumatran orangutan genome assembly originally constructed from capillary reads. This resulted in a reduced gap error rate and a separation of error-prone from high-fidelity sequence. Over 5000 predicted indel errors in protein-coding sequence were corrected in a hybrid assembly. Our approach contributes a new fine-scale quality metric for assemblies that should facilitate development of improved genome sequencing and assembly strategies.

[Supplemental material is available online at http://www.genome.org. Software is available at http://genserv.anat.ox.ac.uk/downloads/software/indelerror/]

Genome sequence assemblies form the bedrock of genome research. Any errors within them directly impair genomic and comparative genomic predictions and inferences based upon them. The prediction of functional elements or the elucidation of the evolutionary provenance of genomic sequence, for example, relies on the fidelity and completeness of these assemblies. Imperfections, such as erroneous nucleotide substitutions, insertions or deletions, or larger-scale translocations, may misinform genome annotations or analyses (Salzberg and Yorke 2005; Choi et al. 2008; Phillippy et al. 2008). Insertion and deletion (indel) errors are particularly hazardous to the prediction of protein-coding genes since many introduce frame-shifts to otherwise open reading frames. Noncoding yet functional sequence can be identified from a deficit of indels (Lunter et al. 2006), but only where this evolutionary signal has not been obscured by indel errors. Several high-quality reference genomes currently exist, and many errors in initial draft genome sequence assemblies have been rectified in later more finished assemblies. However, because of the substantial costs involved, among the mammals only the genomes of human, mouse, and dog have been taken (or are being taken) toward “finished” quality, defined as fewer than one error in 10^4 bases and no gaps (International Human Genome Sequencing Consortium 2004; Church et al. 2009). It is likely that other draft genome assemblies will remain in their unfinished states until technological improvements substantially reduce the cost of attaining finished genome quality.

Genome assemblies have been constructed from sequence data produced by different sequencing platforms and strategies, and using a diverse array of assembly algorithms (e.g., PCAP [Huang et al. 2003], ARACHNE [Jaffe et al. 2003], Atlas [Havlak et al. 2004], PHUSION [Mullikin and Ning 2003], Jazz [Aparicio et al. 2002], and the Celera Assembler [Myers et al. 2000]). The recent introduction of new sequencing technologies (Mardis 2008) further complicates genome assemblies, as each platform exhibits read lengths and error characteristics very different from those of Sanger capillary sequencing reads. These new technologies have also spawned additional assembly and mapping algorithms, such as Velvet (Zerbino and Birney 2008) and MAQ (Li et al. 2008). Considering the methodological diversity of sequence generation and assembly, and the importance of high-quality primary data to biologists, there is a clear need for an objective and quantitative assessment of the fine-scale fidelity of the different assemblies.

One frequently discussed property of genome assemblies is the N50 value (Salzberg and Yorke 2005). This is defined as the weighted median contig size, so that half of the assembly is covered by contigs of size N50 or larger. While the N50 value thus quantifies the ability of the assembler algorithm to combine reads into large seamless blocks, it fails to capture all aspects of assembly quality. For example, artefactually high N50 values can be obtained by lowering thresholds for amalgamating smaller blocks of—often repetitive—contiguous reads, resulting in misassembled contigs, although approaches to ameliorate such problems are being developed (Bartels et al. 2005; Dew et al. 2005; Schatz et al. 2007). Some validation of the global assembly accuracy, as
summarized by N50, can be achieved by comparison with physical or genetic maps or by alignment to related genomes. Contiguity can also be quantified from the alignment of known cDNAs or ESTs. More regional errors can be indicated by fragmentation, incompleteness, or exon noncollinearity of gene models, or by unexpectedly high read depths that often reflect collapse of virtually identical segmental duplications.

In addition to these problems, N50 values fail to reflect fine-scale inaccuracies, such as substitution and indel errors. Quality at the nucleotide level is summarized as a phred score, with scores exceeding 40 indicating finished sequence (Ewing and Green 1998) and corresponding to an error rate of less than one base in 10,000. Once assembled, a base is assigned a consensus quality score (CQS) depending on its read depth and the quality of each base contributing to that position (Huang and Madan 1999). Finally, assessing sequence error has traditionally relied on comparison with bacterial artificial chromosome (BAC) sequence. Discrepancies between assembly and BAC sequences are assumed to reflect errors in the draft sequence, although a minority may remain in the finished BAC sequence.

Here, we introduce a statistical and comparative genomics method that quantifies the fine-scale quality of a genome assembly and that has the merit of being complementary to the aforementioned approaches. Instead of considering rates of nucleotide substitution errors in an assembly, which are already largely indicated by CQSs, the method quantifies genome assembly quality by the rate of insertion and deletion errors in alignments. This approach estimates the abundance of indel errors between aligned genome pairs, by separating these from true evolutionary indels.

Previously, we demonstrated that in the absence of selection, indel mutations leave a precise and determinable fingerprint on the distribution of ungapped alignment block lengths (Lunter et al. 2006). These block lengths, which represent distances between successive indel mutations (represented as gaps within genome alignments), we refer to as intergap segment (IGS) lengths. Under the neutral indel model, these IGS lengths are expected to follow a geometric frequency distribution whenever sequence has been free of selection. There is substantial evidence that the large majority of mammalian genome sequence has evolved neutrally (Mouse Genome Sequencing Consortium 2002; Lunter et al. 2006). More specifically, virtually all transposable elements (TEs) have, upon insertion, subsequently been free of purifying selection (Lunter et al. 2006; Lowe et al. 2007). This absence of selection manifests itself in IGS in ancestral repeats (those TEs that were inserted before the common ancestor of two species), closely following the geometric frequency distribution expected of neutral sequence (Fig. 1A).

Within conserved functional sequence, on the other hand, deleterious indels will tend to have been purged, hence IGS lengths frequently will be more extended compared with neutral sequence. This results in a departure of the observed IGS length distribution from the geometric distribution (Fig. 1B), the extent of which allows the amount of functional sequence shared between genome pairs to be estimated accurately (for further details, see Lunter et al. 2006).

In any alignment, a proportion of gaps will represent true evolutionary events, whereas the remainder represent “gap errors” that inadvertently have been introduced during sequencing and assembly. Causes of assembly errors, such as insufficient read coverage or mis-assembly, are often regional and thus may be expected to result in clustering of errors. In contrast, from the results of comparisons between species such as human and mouse, true evolutionary indel events appear to be only weakly clustered, for instance, through a dependence of indel rate on G+C content (Lunter et al. 2006). Indels may cluster because of recurrent and regional positive selection of nucleotide insertions and/or deletions. Nevertheless, these effects are unlikely to be sufficiently widespread to explain the high rates of indel clustering (up to one indel per 4 kb) that we discuss later. Indels may also cluster because of mutational biases that are independent of G+C, although we know of no such short-distance effects (see Discussion). This reasoning provided the rationale for seeking to exploit the neutral indel model to estimate the number of gap errors in alignments of two assemblies. Purifying selection on indels and clustered indel errors contribute to largely distinct parts of the observed IGS histogram: The former increases the representation of long IGS (Fig. 1B), whereas the latter cause short IGS to become more prevalent than expected.

Nevertheless, owing to the considerable divergence between human and mouse, the probability of a true indel greatly exceeds assembly indel error rates ($5 \times 10^{-2}$ versus $10^{-3}$ to $10^{-4}$ per nucleotide) (see below) (Lunter et al. 2006). In short, the large number of true indel events renders the proportion of gap errors so low as to be inestimable. Even for more closely related species, such as mouse and rat (Fig. 1A), neutral sequence is estimated to contain one true indel per 50 bases, which is also approximately 100-fold higher than the frequency of indel errors we will report later. Consequently, indel errors will be most easily discerned between genome assemblies from yet more closely related species. Few
Neutral indel model and genome assembly quality

species pairs, whose divergence within neutral sequence is low (<5%), have yet been sequenced. Nevertheless, recent reductions in sequencing costs are likely to result in substantial numbers of closely related genomes being sequenced in the near future.

For this analysis, we took advantage of the newly available genome assembly of the Sumatran orangutan (*Pongo pygmaeus abelli*), sequenced using a conventional capillary sequencing approach (Orangutan Genome Sequencing Consortium, in prep.; D Locke, pers. comm.), and its alignment to other closely related great ape genome assemblies, namely, those of human (*Homo sapiens*) and chimpanzee (*Pan troglodytes*). The latter two genomes have been sequenced to finished quality and sixfold coverage, respectively (see Methods) (International Human Genome Sequencing Consortium 2004; The Chimpanzee Sequencing and Analysis Consortium 2005), whereas the effective coverage of the Sumatran orangutan is lower at approximately fourfold (Orangutan Genome Sequencing Consortium, in prep.).

We were able to take advantage of a data set of short reads at approximately 10-fold statistical coverage from a single Bornean orangutan (*Pongo pygmaeus pygmaeus*) that was shotgun-sequenced using the Illumina short read platform as part of the orangutan sequencing project (Orangutan Genome Sequencing Consortium, in prep.). This substantial read depth afforded us an opportunity to quantify the improvement to traditional capillary-read assemblies from the mapping of short sequence reads. Using a sequence mapper (Stampy) that was specifically designed for high sensitivity and accuracy in the presence of indels as well as substitution mutations (see Methods) (GA Lunter and M Goodson, in prep.), we placed these reads onto the Sumatran orangutan genome assembly. Using this assembly as a template, we called indels and substitutions and, from these, derived a templated assembly of the Bornean individual. This assembly is expected to contain polymorphisms specific to the Bornean individual and also to correct many fine-scale substitution and indel errors present in the Sumatran capillary-read assembly. The assembly will be syntenic with the Sumatran assembly, rather than following the Bornean genome where structural variants exist. Moreover, in regions where the Sumatran genome is divergent or contains many errors, reads will not be mapped; such regions will be excluded from the templated assembly. Using our indel error statistics, we show that this templated assembly improves on the original assembly in terms of accuracy by effectively separating low-fidelity from high-fidelity sequence.

**Results**

**Indel errors in primate genome assemblies**

The neutral indel model accurately predicts the relative frequencies of ungapped alignment blocks (or IGSs) of different sizes in neutrally evolved sequence. This neutral contribution to the IGS histogram can be modeled accurately and, moreover, separates the contributions arising from clusters of gaps on one hand, and purifying selection on the other. Clusters of wrongly inserted or deleted nucleotides would cause an excess of short IGSs over the number predicted by the neutral indel model. By quantifying this excess, the proportion of average density, and number $N_g$ of clustered erroneous gaps in genome alignments can be estimated (see Methods). In practice, an estimate of $\epsilon$ will exceed the true value by an amount that reflects biological indel clusters. However, for draft but not always for finished-quality assemblies, contributions to these statistics predominantly are from indel errors, rather than true indels (see below). In a pairwise genome alignment $\epsilon$, $D$, and $N_g$ refer to the total number of clustered gaps present in the two assemblies. By polarizing the gaps in three-way genome alignments, it becomes possible to compute these statistics for each of the three assemblies separately and thus quantify the fine-scale quality of single genome assemblies.

The neutral indel model was first applied to pairwise BLASTZ alignments of genome assemblies from three primates: human, Sumatran orangutan, and chimpanzee (Fig. 2). Genome sequence was filtered to exclude TEs and unplaced sequence: The former show systematic variations in indel rate that the method is
sufficiently sensitive to identify (see Methods), while alignments of the latter are less reliable. For each pairwise alignment, the IGS frequency distribution is exceptionally well approximated by the neutral indel model, particularly for extended segments between 150 bp and 300 bp in length, the region over which the model is calibrated. Strikingly, for shorter IGSs, there is a considerable excess of segments over what is expected from an accurate assembly of predominantly neutrally evolving sequence. It is this excess that is used subsequently to estimate rates of clustered gap errors.

The largest excess is observed between the alignment of Sumatran orangutan and chimpanzee genome sequences (Fig. 3), from which we estimate an indel error rate of \( D = 1.2 \) errors per kilobase \((N_1 = 1.4 \times 10^7; \varepsilon = 25\%)\). In other words, one in four gaps in alignments between these two genome assemblies is inferred to have arisen from sequencing or assembly artefacts rather than representing true indel events. Gap errors are only marginally less frequent when we examine the alignment of Sumatran orangutan and human assemblies \((D = 0.99 \) errors per kilobase; \(N_2 = 1.4 \times 10^7; \varepsilon = 24\%)\) (Fig. 3) but are considerably less frequent in the alignment of chimpanzee and human assemblies \((D = 0.28 \) errors per kilobase; \(N_3 = 3.0 \times 10^5; \varepsilon = 12\%)\) (Fig. 3). The smaller estimated gap error rate in alignments not involving the Sumatran orangutan assembly suggests that this sequence harbors a larger number of errors compared with either of the chimpanzee or human assemblies. The small difference in estimated gap error rates between chimpanzee and human assemblies when aligned to the Sumatran orangutan assembly indicates that, as expected based on level of curation and hand editing of the clone by clone data, the human genome assembly is of higher fidelity than the chimpanzee assembly (primarily a whole-genome shotgun assembly, with only a relatively small number of finished BACs).

**Lineage-specific analysis**

The previous analysis provided information on error rates for assembly pairs, from which some conclusions about individual assemblies could be derived. Nevertheless, it would be preferable to have direct rate estimates for individual assemblies. By using orangutan as an outgroup to human and chimpanzee, it is possible, using parsimony, to infer in which of these two lineages each gap arose, regardless of whether it reflects a true mutational event or else an assembly artifact. The same approach also identifies indels that arose either in the Sumatran orangutan lineage or in the human/chimpanzee ancestral lineage leading up to their split (Fig. 4). The use of parsimony is justified by the modest numbers of gaps within alignments between the three species.

We first estimated the total number of indels for each lineage and then used the neutral indel model to separate numbers of indels reflecting true evolutionary events from others representing error (see Methods). This analysis confirmed the previous ranking of the three assemblies by quality. The human genome sequence exhibits the highest fidelity \((D = 0.11 \) errors per kilobase; \(N_4 = 1.2 \times 10^7; \varepsilon = 5\%)\) (Fig. 3), which is expected considering the greater attention it has received during its transition toward a finished state (International Human Genome Sequencing Consortium 2004). Importantly, this highest-quality assembly still harbors a small number of clustered indels, which may represent errors, clusters of true indels, or a combination of these. The estimate of \( D \) thus represents an upper bound to the indel error rate in this assembly (see Discussion).
Compared with human, the chimpanzee genome assembly contains about 50% more predicted errors ($D = 0.17$ errors per kilobase; $N_e = 1.8 \times 10^6$; $\epsilon = 7\%$), while the Sumatran orangutan genome assembly contains over sixfold more ($D = 0.69$ errors per kilobase; $N_e = 8.6 \times 10^5$; $\epsilon = 18\%$). The species-specific error rates for human and chimpanzee add up to the estimated pairwise rate ($D = 0.28$ kb$^{-1}$), but the pairwise rates for alignments that include the Sumatran orangutan genome ($D = 0.99$ kb$^{-1}$ and $D = 1.2$ kb$^{-1}$) exceed the respective sums of estimated species-specific rates ($D = 0.80$ kb$^{-1}$ and $D = 0.86$ kb$^{-1}$). The reduced error rates inferred from three-way alignments likely reflect the preferential exclusion of loci at which any of the three assemblies contains unreliable assembled or badly placed sequence. In addition, the parsimony approach used in generating the three-way alignment may have collapsed true gaps, particularly in regions with high gap densities, thereby further reducing the estimated error rate.

Analysis of BAC sequence

BAC sequence is often considered to be of high fidelity. For the Sumatran orangutan–human alignment, segments enriched with inferred indel errors are substantially less frequent in sequence assembled from finished orangutan BAC clones. For the whole-genome alignment, the neutral indel model leads us to expect $2.90 \times 10^5$ short IGS between 5 and 25 bases in length, whereas substantially more ($1.04 \times 10^5$; 14.0 Mb) short IGS segments between 5 and 25 bases in length are actually observed. Consequently, ~72% of these short IGS are predicted to be flanked by gap errors rather than by true indels. BAC clones comprise ~0.5% of the autosomal portion of the genome (15.0 Mb), yet only 0.25% (35 kb) of these short IGS intersect with finished BAC sequence: short IGS are thus only half as abundant in these BAC sequences as elsewhere in the genome. These findings that BAC sequences are indeed of high quality thus present an opportunity to assess the utility of the proposed method for estimating genome assembly quality. We estimated the gap error rate within Sumatran orangutan finished BAC clones that align to human sequence and lie outside of TEs (7.5 Mb) to be $D = 0.37$ errors kb$^{-1}$ ($\epsilon = 11\%$), over twofold lower than the error rate observed in whole-genome alignments (Fig. 3B). The 95% confidence interval of this value of $D$ is broad (0.24–0.48), owing to the limited quantity of Sumatran orangutan BAC sequences available, relative to the narrow interval observed from the whole-genome analysis ($D$ 95% confidence interval $= 0.980$–1.002). Nevertheless, despite their low values of $D$ and wide confidence intervals, the present data suggest that errors persist within these high-quality BAC sequences.

Next, we applied our method to 49.4 Mb of nonrepetitive human-alignable chimpanzee BAC clones. This resulted in a similar error rate of $D = 0.25$ per kilobase ($\epsilon = 12\%$) for these clones, which represents only a marginal reduction compared with the chimpanzee–human whole-genome error rate of $D = 0.28$ errors per kilobase ($\epsilon = 13\%$). Again, the 95% confidence interval for $D$ from chimpanzee BAC clones was broader (0.23–0.28) than for the whole-genome value (0.22–0.24) due to lower quantities of aligned sequence. This is consistent with previous declarations that over 98% of the initial (panTro1) chimpanzee genome assembly is of comparable quality to that of finished sequence, having less than one error per $10^5$ bases (The Chimpanzee Sequencing and Analysis Consortium 2005). The quality of Sumatran orangutan and chimpanzee BACs does not reach the level observed for human genome sequence, which consists entirely of sequence from BAC clones. This is likely due to the genome being covered multiply with BAC clones, which reduces the likelihood of the few errors occurring within them being retained in the final assembly, and the extensive curation of the human genome sequence that has been undertaken to meet the Bermuda standards (http://www.genome.gov/10001812) of less than one error in $10^5$ bases and no gaps.

Comparison of assembly methods

In order to demonstrate the use of the neutral indel model as a tool for assessing genome assembly methods, we took advantage of the availability of two different assemblies of the rhesus macaque (Macaca mulatta) genome sequence (Gibbs et al. 2007), both of which had been aligned to the human genome sequence assembly using BLASTZ (Schwartz et al. 2003). The first was an intermediate assembly produced using the PCAP algorithm (Huang et al. 2003). The second was the published rhesus macaque assembly (Gibbs et al. 2007) that was created by merging three intermediate assemblies produced by the PCAP (Huang et al. 2003) assembler, together with the Celera (Myers et al. 2000) and Atlas (Havlak et al. 2004) algorithms. Both rhesus macaque assemblies were produced using the same capillary read data with approximately sixfold statistical coverage. The PCAP assembly, of which 1060 Mb was nonrepetitive and alignable with human, had an estimated indel error rate of $D = 0.42$ per kilobase ($N_e = 4.5 \times 10^5$; $\epsilon = 6.9\%$). The published merged assembly, of which 1275 Mb was nonrepetitive and human alignable, showed a lower error rate of $D = 0.35$ per kilobase ($N_e = 4.4 \times 10^5$; $\epsilon = 5.9\%$). This merged assembly had been subjected to additional quality control measures and had a frequency of erroneous indels comparable to that observed between the chimpanzee and human assemblies ($D = 0.28$ per kilobase).

Construction and analysis of a hybrid genome assembly

The original Sumatran orangutan genome sequence was assembled from capillary reads with an effective statistical coverage of fourfold. We thought to apply this approach to additional sequence that was available from the genome of a second individual, a Bornean orangutan. The two orangutan taxa from Borneo and from Sumatra are considered by some to be species (P. pygmaeus and P. abelii, respectively) owing to their substantial divergence resulting from reproductive isolation over several million years, despite their ability to interbreed successfully (Xu and Arnason 1996). An alternative Bornean orangutan genome assembly was created from short 35-bp and 50-bp Illumina reads mapped to the original Sumatran genome assembly (see Methods). As before, we
filtered to retain human aligning, nonrepetitive, placed sequence. This provided 944 Mb of Bornean orangutan sequence for analysis, compared with 1279 Mb from the original Sumatran orangutan assembly.

Next, we applied the neutral indel model to alignments containing this Bornean orangutan hybrid assembly. We aligned to the human sequence because owing to its high quality, most of the errors identified will reside within the orangutan sequence. The estimated indel error rate for the hybrid assembly was markedly reduced, relative to that for the original Sumatran orangutan assembly: One anomalous gap was predicted to be present for every 4 kb of sequence ($D = 0.25$ errors per kilobase; $N_c = 2.4 \times 10^5$; $\varepsilon = 7.2\%$). This frequency of indel errors is comparable to that of the chimpanzee assembly (Fig. 3). Comparing the fidelity of the Bornean hybrid assembly with that for the entire original Sumatran assembly, we see a fourfold improvement in $D$ (Fig. 5), whereas the per-base predicted probabilities for true indel events remain largely constant (Supplemental Table 1). For the Sumatran orangutan assembly aligned with human, we noted an association between the G+C content of the sequence and the error rate $D$ (Fig. 5). Errors tended to be highest in high G+C sequence, with the exception of the lowest G+C bin, whose high level of error may accrue from inaccuracies when sequencing homopolymer runs. Capillary read sequencing errors that have previously been associated with G+C-rich motifs (Keith et al. 2004) would explain this bias. In the Bornean hybrid genome assembly, the distribution of errors with respect to G+C is far more uniform (Fig. 5), likely reflecting the incorporation of data from sequence-by-synthesis platforms, as opposed to traditional capillary instruments and dye terminator chemistry.

Bornean short reads, as expected, were found to map preferentially to high-quality Sumatran sequence. In 1279 Mb of human aligning, nonrepetitive sequence from the Sumatran orangutan genome assembly, 1238 Mb (96.2%) is of high quality (CQS > 40). Bornean reads were mapped with at least twofold coverage to 1070 Mb of this high-quality sequence (1070/1238 = 86.4%), whereas only 10 Mb (10/41 = 24.4%) of Bornean sequence was mapped to lower-quality sequence (CQS < 0). Indel errors are particularly abundant in the 199 Mb of Sumatran orangutan genome assembly sequence against which insufficient numbers of Bornean orangutan short reads could be mapped. When aligned to the human assembly, the indel error rate for this sequence was $D = 4.3$ per kilobase ($N_c = 8.4 \times 10^5$; $\varepsilon = 45.6\%$), approximately 15-fold higher than for the 1080 Mb of Sumatran sequence mapped with Bornean reads ($D = 0.29$ errors per kilobase; $N_c = 3.1 \times 10^5$; $\varepsilon = 8.7\%$). This result reflects a bias for Bornean orangutan sequence reads to be preferentially mapped to Sumatran orangutan sequence when the latter contains few or no indel errors. Mapping of the Bornean orangutan sequence thus provides both a modest improvement in indel error rates (from 0.29–0.25 errors kb$^{-1}$) while delineating 1080 Mb of Sumatran sequence of high fidelity from 199 Mb of sequence of low fidelity.

**Association between indel errors and CQS**

Finally, we compared our metrics for sequence quality against the CQS values of the Sumatran orangutan assembly (Fig. 6). The Sumatran orangutan genome sequence was partitioned into 10 bins, by CQS values, and estimates of the indel error rate $D$ calculated for human alignable nonrepetitive sequence in each bin. As expected, indel errors occur less frequently in assembled sequence with higher CQS (Pearson correlation test: $P = 0.004$; $r = -0.82$). For high-quality human-alignable nonrepetitive sequence (CQS > 40; 1238 Mb), the indel error density was reduced threefold ($D = 0.34$ errors per kilobase; $N_c = 4.15 \times 10^5$; $\varepsilon = 9.7\%$) compared with the original unfiltered assembly ($D = 0.99$ errors per kilobase). For the highest-quality sequence (CQS > 0; 1142 Mb), the error density was further reduced ($D = 0.27$ errors per kilobase; $N_c = 3.08 \times 10^5$; $\varepsilon = 8.2\%$). We conclude that indel error rates in high-quality (CQS > 40) sequence and in BAC sequence are comparable. Finally, because our method quantitatively supports the qualitative CQS values, we may predict that for the 2.72 Gb (88%) of the Sumatran orangutan genome assembly with CQS > 80, error rates will be minimal ($D \sim 0.3$ errors per kb).

**Discussion**

**Applicability of the neutral indel model**

We have introduced a model-based, objective, and quantitative method for assessing the fine-scale quality of genome assemblies. The method is independent
of the assembly process, unlike other quality metrics such as CQS, statistical read coverage, and N50 contig size. In addition, the model represents an improvement on the CQS metric since it provides error rates without the need for calibration against a gold-standard sequence. The density of gap errors \( D \) within genome assemblies provides a new quality metric that assists objective assessment of different sequencing and assembly approaches.

Application of this method is contingent on the availability of genome assemblies from closely related species whose coverage and fidelity must be sufficient to allow their accurate alignment using tools such as BLASTZ (Schwartz et al. 2003). Our approach is less able to quantify gap errors in genomes as more distantly related species are compared, owing to true indel events becoming proportionately greater than gap errors. Rodent genomes, for example, are too distantly related as shown by the lack of excess IGS in alignments to primate genomes (e.g., Lunter et al. 2006). Consequently, this approach is most suited to genome assemblies for species from finely sampled clades, such as catarrhine primates (\( d_s < 0.05 \)) (data not shown) including baboon, vervet monkey, gibbon, and cynomolgus monkey, which together with the marmoset, are among many currently approved sequencing targets.

Concentrating genome sequencing efforts on groups of recently diverged species would thus aid not only comparative analyses for biological species (Boffelli et al. 2003) but also the construction of higher-fidelity genome assemblies. The approach is not suitable for analyzing genomes that contain low proportions of neutrally evolving sequence, such as prokaryote genomes, since these do not provide an opportunity for calibrating the neutral indel model. It is expected that as new animal genomes are constructed entirely from short read sequences at high coverage, accurate assessment of their quality, using approaches such as ours, will become increasingly important.

### Quantification of clustered indel errors

The method assesses the quality of genome assemblies by estimating the amounts of sequence containing clusters of indels that are in excess of the amounts predicted by the neutral indel model. Based on our observations that (1) the human genome assembly contains the smallest amount of clustered indels of any genome considered here; (2) BAC sequence generally contains fewer indel clusters than the whole-genome assembly of which they form a part; (3) various filtering steps that are expected to reduce the error rate (i.e., consideration only of short read mapped or high CQS or nonrepetitive sequence) reduce the fraction of indel clusters; and (4) indel cluster rates rank genomes as expected by previously perceived quality, we conclude that the rate of indel clusters \( D \) provides a valid proxy for assembly quality at the sequence level.

We have provided an initial estimate of \( D = 0.11 \) errors per kilobase in the human genome using an orangutan-based three-way alignment. However, this remains an upper-bound value since contributions from true biological clustered indels cannot be discounted. Although indel clustering may arise from recurrent local positive selection, there is scant evidence that this occurs on a genomic scale at a sufficient rate to explain much of the residual indel clustering. Using a human-based three-way alignment for the human lineage–specific analysis, which allows for a more accurate filtering of TEs, we achieve a lower estimate of excess indels of \( D = 0.057 \) errors per kilobase. This estimate is approximately 10-fold higher than a previous measure of the discrepancy rate for indels between overlapping clones from the same haplotype (International Human Genome Sequencing Consortium 2004). However, it should be noted that this study only considered overlapping clones if there were no single base mismatches between them. If substitution errors and indel errors during sequencing are correlated, which appears highly likely, this approach would tend to underestimate the true error rate. This therefore suggests that the true error rate will lie somewhere between these two estimates.

As indels are known not to be distributed randomly within TEs (Batzer and Deininger 2002) they have been excluded from our analysis. Moreover, when simple repeat sequences (well-known to be hypermutable) (Dallas 1992) were discarded from our analysis, this had no substantial effect on our estimations of indel error rate \( D = 0.91 \) per kilobase for the orangutan–human comparison; \( e = 22.4\% \), although estimates for the human assembly did, however, decrease slightly (from 0.11 to 0.08 errors per kilobase, using orangutan-based alignments). Few other biological processes are known to contribute to short-range correlated indel events, and those that do, such as the regular spacing of indel events next to transcription start sites (Sasaki et al. 2009), appear insufficiently frequent to impact on our results.

If we were to accept the extreme scenario that all indel clusters in the human assembly are of biological origin, we are still able to conclude that BAC sequence from the Sumatran orangutan draft genome assembly contains, in error, a further indel every 10 kb. This is because the inferred rates of indel errors in this BAC sequence is approximately twofold higher than the inferred rate in human sequence, which is also composed of BAC sequence, but incorporated at higher coverage than in the other two draft assemblies.

Our method quantifies only indel errors that are clustered, and will overlook other, more sporadic, errors that lie elsewhere. If,
as may be expected, the rate of sporadic indel errors is proportional to that of clustered errors, then we may safely conclude that the human genome assembly harbors the fewest indel errors, followed by the chimpanzee genome assembly and then the Sumatran orangutan assembly.

Short read data and quality scores

We have demonstrated that short-read “next generation” sequencing data from a Bornean orangutan individual can be effectively mapped to much of the Sumatran orangutan assembly, originally constructed from capillary reads, in order to create a Bornean hybrid sequence. In so doing, it was possible to correct a number of presumed errors within the Sumatran genome, while the remaining differences represent true polymorphic indels. In total, there were ~700,000 differences between the original Sumatran orangutan assembly and the Bornean orangutan hybrid assembly, 87% of which are only of a single nucleotide. Of these “fixed” indels, 5660 were located in human protein coding sequence from UCSC Genome Informatics (http://genome.ucsc.edu): An analysis of an early draft chimpanzee assembly has been published (The Chimpanzee Sequencing and Analysis Consortium 2005). The panTro2 assembly we investigate here is of higher sixfold coverage. An additional whole-genome alignment of human and the intermediate PCAP assembly of rhesus macaque (Gibbs et al. 2007) was produced using the UCSC BLASTZ whole-genome alignment process (Schwartz et al. 2003), the tools for which are available from UCSC Genome Informatics. Sequence not placed on chromosomes was excluded, because alignment of these regions is often inaccurate. The repetitive portion of the genome was identified using annotations from RepeatMasker (http://www.repeatmasker.org) and discarded. CQSs for the Sumatran orangutan genome were acquired from UCSC Genome Informatics. The locations of BAC clones incorporated into the orangutan and chimpanzee genome assemblies were provided by the orangutan and chimpanzee genome sequence consortia, respectively. Annotations of human coding sequence (NCBI36.54) were acquired from Ensembl (http://www.ensembl.org). These were mapped to the Sumatran orangutan genome using the Lift-Over function on Galaxy (http://main.g2.bx.psu.edu/), where a minimum of 10% of annotated bases were required to map to be included.

High fidelity assembly of genomes

Our results show that the Sumatran orangutan draft genome assembly is exceeded in accuracy by that for chimpanzee and the essentially finished assembly for human. Nevertheless, in the 1279 Mb of this orangutan assembly, ~70% of inferred errors are concentrated in the 3.2% of the assembly that is of low quality (CQS < 40). This demonstrates that much of this assembly, and the conclusions that have been derived from it (Orangutan Genome Sequencing Consortium, in prep.), are of high fidelity.

We have described how the neutral indel model can assess sequence fidelity within whole genomes or selected portions, such as BACs; within an assembly; and within a single assembly aligned to one or two other closely related genome assemblies. Differences in fidelity can now be quantified within, and between, genome assemblies. This should now allow objective comparisons to be made between assembly algorithms, between sequencing technologies, and between different assembly regions.

Methods

Sequences and annotation

Five sets of BLASTZ whole-genome alignments were acquired from UCSC Genome Informatics (http://genome.ucsc.edu): mouse/rat (mm8vsRn4), orangutan/human (ponAbe2vsHg18), orangutan/chimpanzee (ponAbe2vsPanTro2), chimpanzee/human (panTro2vsHg18), and human/rhesus macaque (hg19vsRheMac2). An analysis of an early draft chimpanzee assembly has been published (The Chimpanzee Sequencing and Analysis Consortium 2005). The panTro2 assembly we investigate here is of higher sixfold coverage. An additional whole-genome alignment of human and the intermediate PCAP assembly of rhesus macaque (Gibbs et al. 2007) was produced using the UCSC BLASTZ whole-genome alignment process (Schwartz et al. 2003), the tools for which are available from UCSC Genome Informatics. Sequence not placed on chromosomes was excluded, because alignment of these regions is often inaccurate. The repetitive portion of the genome was identified using annotations from RepeatMasker (http://www.repeatmasker.org) and discarded. CQSs for the Sumatran orangutan genome were acquired from UCSC Genome Informatics. The locations of BAC clones incorporated into the orangutan and chimpanzee genome assemblies were provided by the orangutan and chimpanzee genome sequence consortia, respectively. Annotations of human coding sequence (NCBI36.54) were acquired from Ensembl (http://www.ensembl.org). These were mapped to the Sumatran orangutan genome using the Lift-Over function on Galaxy (http://main.g2.bx.psu.edu/), where a minimum of 10% of annotated bases were required to map to be included.

IGS length histograms

IGSs are defined as gap-delimited ungapped segments of aligned sequence from genome assemblies of two species. In the case that a genomic region has been excluded from the analysis (e.g., because of a TE annotation), any gaps within the excluded region were ignored: The IGS consists of the unaligned segments on either side of the excluded region, each delimited by a single gap and considered as one contiguous segment. The neutral indel model provided a fit to the observed histogram of IGS counts against length, by weighted linear regression on the log frequencies, with weights derived from the expected sampling error per length bin (modeled as a binomial distribution) in log-space. For histograms of primate alignments, the length intervals over which this regression was performed were determined by maximizing the coefficient of determination over a range of IGS length intervals. This procedure was performed independently for each of 20 data sets consisting of sequence binned by G+C content (see below). Limits were placed on the length intervals we considered so that the start of the regression would begin over IGSs 150–160 bp in length, and end in IGSs 300–310 bp in length. These limits prevented the regression from fitting to frequencies of shorter and longer IGSs, which exhibit substantial contributions from indel errors and functional sequence, respectively. The resulting regression line represents the expected counts under the neutral indel model. To estimate N_0, we accumulated the difference between the observed and expected IGS counts for small IGS lengths, starting from the smallest IGS lengths that exceeded the expectation in order to account for low IGS counts due to gap attraction (Lunter et al. 2008). The proportion ε of indels that are errors was calculated by dividing N_0 by the total number of IGSs in the whole of the alignment being analyzed. The indel error rate D was calculated by dividing N_0 by the total number of aligning bases (which is equal to the total number of nucleotides covered by IGSs).
Accounting for variation in indel rates

The neutral indel model hinges on two key assumptions: that true indel events occur independently of one another and that indel events occur uniformly across neutral sequence. While the first of these assumptions is likely to be true, there are three factors affecting the uniformity of indel occurrence across the genome, all of which were accounted for before we began our analyses. First, the rate of neutral indel occurrences correlates with local G+C content (Lunter et al. 2006), with higher frequencies of indels located within sequences showing extremes of G+C content. We account for this variation in indel distribution by partitioning genomic sequence into 20 bins based on the proportion of G+C content in windows 250 bases in length. Thresholds of these bins are adjusted so that the genome is apportioned equally among these bins, and indel probabilities are calculated accordingly for each bin. Due to its small size, BAC sequence data were partitioned among five rather than 20 G+C bins. Second, indels are not randomly distributed within primate TEs. These sequences contain multiple homopolymer runs that are prone to mutations and that appear at specific intervals from one another (Batzer and Deininger 2002), leading to systematic preferences in IGS lengths within this subset. To avoid this complication, sequence annotated as originating from mobile elements was excluded from our analysis. Finally, we restrict our analysis to autosomal sequence, so as to prevent complications arising from variation in indel rates as a result of differences in germline history.

Regions to be excluded from the analyses were determined from annotations of one “primary” sequence in each alignment. In the majority of our analyses, this was chosen to be the Sumatran orangutan sequence, because alignments were being partitioned using known properties of the orangutan genome assembly (e.g., BAC clone locations and QC5 values). Estimates of indel error vary slightly when different choices of primary sequence are made, largely as a result of uneven quality and coverage of TE annotations among the various genome assemblies. When the human genome assembly is used as the primary sequence in an alignment, a more complete TE annotation is available. This results in larger quantities of aligned sequence being excluded from the analysis.

Creation of a three-way alignment

The three-way alignment among great ape genome assemblies was created from the two pairwise alignments by a local realignment pipeline implemented in Python. First, two parallel streams of human-based pairwise alignment columns were synchronized and naïvely spliced together into a stream of triple alignment columns. This stream was fed first into a repositioner, which was run twice in series, then through a postprocessor, and finally to a formatter. The repositioner considers at most three gaps in a window of 200 bp, and merges abutting identical-length insertions and deletions that may result from the naive splicing. In addition, it considers a range of re-positioned gaps to enable further merging, using a score function that includes penalties for lineage-specific gap opening and sequence mismatches. It was found that after two rounds of repositioning, no further improvements could be obtained. The postprocessor flags gaps extending beyond 200 bp in any of the three species, which likely represent either synteny breaks, TE insertions, or missing sequence. Finally, the formatter breaks the stream of alignment columns up into MAF-formatted blocks, removing long gaps from the output. The implementation is available upon request.

Creation of the Bornean orangutan genome sequence

A Bornean orangutan genome template assembly was created by mapping Illumina single and paired-end reads of 35 and 50 bp of a Bornean orangutan individual, with 10-fold total coverage, onto the existing Sumatran orangutan assembly. The first stage involved mapping reads using Stampy (GA Lunter and M Goodson, in prep.). Full details on the algorithm will be published elsewhere; in brief, Stampy hashes the genome using 15-bp words, against which lookups are performed for every 15-bp subsequence of a read, and each of their 45 neighbors at edit distance 1. A list of potential candidates is created by filtering for a similar genomic environment, duplicate removal, prealignment by a banded linear-gap-penalty aligner that considers 1- and 2-bp gaps, and finally scoring using affine gap penalties. The algorithm guarantees that the candidate list includes the correct location whenever a read has either three or fewer substitutions, or a 1- or 2-bp indel and one substitution, in the first 34 bp and degrades gracefully beyond this. For paired-end reads, the algorithm next builds paired-end candidates using the results from the single-end stage. Pairs are scored and ordered by likelihood using a model that includes priors for substitutions, indels, library separation, large (<10 kb) indel events, and structural variation. Finally, reads are scored and realigned using a probabilistic aligner, identifying nonuniquely placed indels. On simulated human data with polymorphisms and empirical read errors, Stampy correctly maps 97% of paired-end reads and, conditionally on accessibility, has a sensitivity for identifying indels in both single- and paired-end maps of up to 96%, depending on the indel size.

A Bornean orangutan template assembly was created from the mapped reads. First, a filtering step retained uniquely mappable and not excessively divergent reads using the following criteria: Map accuracy Phred scores between 10 and 90 for single reads, and between 10 and 140 for paired-end reads; the read or reads show at most three single-nucleotide variants and one indel; the distance between paired reads is at most 700; and the total coverage is between three and 20. Single nucleotide variants relative to the reference sequence were identified and applied to the Bornean assembly by a simple majority vote. Indels in reads were considered only when placed at least 10 bp from either end, owing to the lower sensitivity for inferring indels toward the ends of reads, and called when supported by at least two reads, taking account of non-unique placement. Because of these criteria, indels could be called effectively only in regions with better than twofold coverage of reads, after removing their 10-bp flanks. Whenever this “effective” coverage, so defined, was insufficient for calling indels, the reference sequence was copied instead and marked as lower case. The resulting hybrid Bornean template assembly is expected, conditional on sufficient effective coverage, to contain a fraction of the species-specific and the Bornean individual’s polymorphic single-nucleotide variants and indels, but to be largely free from indel errors that were inadvertently included in the Sumatran assembly, as these would appear as homozygous variants with respect to that assembly. Of 2.79 Gb of the original Sumatran orangutan assembly, 2.24 Gb had sufficient effective coverage. After filtering to retain human aligning, nonrepetitive, placed sequence, 944 Mb of Bornean orangutan sequence remained for analysis.

Acknowledgments

We thank the Medical Research Council (S.M., C.P.P., and G.L.) and the Wellcome Trust (G.L.) for funding. We thank The Genome
Center at Washington University for use of the orangutan genome assembly (http://genome.wustl.edu/genomes/view/pongo_abelii/), and the consortium, Elaine R. Mardis, and Richard K. Wilson for helpful discussions. We thank Oliver A. Ryder and Leona G. Chemnick at San Diego Zoo Conservation for providing samples for the Bornean orangutan individual.

References


Received June 8, 2009; accepted in revised form September 23, 2009.